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Today's goals

I Understand what arenon-blocking data structures
I Learn a non-trivial example (queue)
I Learn how to argue its correctness (Linearlizability)
I Understand a theory of non-blocking data structure

I It is impossibleto implement some non-blocking data
structures with only reads and writes

I They require a compare-and-swap (or an equally
powerful primitive)

I ) Consensus number
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Recommended readings
Much of today's contents are from the following book and
respective original sources

Maurice Herlihy and Nir Shavit. \The Art of
Multiprocessor Programming." Morgan Kaufmann
Publishers.
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Recall many ways to update counters

I locks
I spin

I single location
I array- or queue-based
I w/ and w/o backo�

I block
I spin + block

I no locks
I compare-and-swap
I w/ and w/o backo�

The last one had attractive properties
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Update using compare-and-swap (1)

while (1) {
int y = *p;
if (compare_and_swap(p, y, y + 1)) break;
loop(a_while); /* exponential backoff */

}
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Update using compare-and-swap (2)

Observe:
I slow or stopped threads do not disturb fast ones
I the overhead is lower (at least in this example)

I instructions along the \successful" path are minimum
I locks use CAS inside anyways!

Can other data structures enjoy the same
property?

Non-Blocking Data Structures



Non-blocking data structures : intuitive de�nition

I Technically inaccurate but intuitive approximation: �
data structure not protected by locks

I \not protected by locks" does not imply it is \good" in
any sense (well, we never de�ned locks precisely)

I We need a property that precisely captures the notion
that \slow or stopped threads do not disturb fast ones"
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Non-blocking properties : technical de�nition
There are three classes (weaker to stronger)

I obstruction-free: If all threads except one are stopped,
the one is guaranteed to �nish an operation in a �nite
number of steps (� stopped threads never block
others).

I lock-free: At least one thread in the system can �nish
an operation in a �nite number of steps (� there is
always a progress ina system).

I wait-free: Every thread in the system can �nish an
operation in a �nite number of steps (� there is always
a progress ineach individual).

wait-free ! lock-free ! obstruction-free
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Why are they good?

I By de�nition, programs using only non-blocking data
structures never experiencedeadlocks

I Fault tolerance (a thread never dies leaving data
structures blocked)

I Robustness against time consuming events (e.g., page
faults while holding locks, subroutines occassionally
taking long time, etc.)
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Our counters are lock-free

We argue at least one out ofP (= the number of threads)
attempts should succeed. Intuitively,

I A compare-and-swap by threadA can fail only because
one succeeded afterA's last attempt to read the
counter

I When a successful attempt is made, onlyP � 1 threads
can be executing their \critical" sections (intervals
between reading the counter and the next
compare-and-swap)

Formal proof is left as an exercise.
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Another simple example : stack

An object supporting the following two methods
I push(s, x) : push an item x into the stack
I x = pop(s) : get and remove the most recently pushed

item in the stack (return EMPTY if empty)
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Stack : data structure

typedef struct node {
struct node * next;
T val; /* item */

} * node_t;
typedef struct stack {

node_t top;
} * stack_t;
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Serial implementation of stack|push

void push(stack_t s, T x) f
node_t n = new_node(x);
node_t top = s->top;
n->next = top;
s->top = n;

g
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Serial implementation of stack|pop

T pop(stack_t s) f
T val = EMPTY;
node_t top = s->top;
if (top) f

node_t next = top->next;
val = top->val;
s->top = next;

g
return val;

g
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Deriving non-blocking implementation (1)

What \wrong" can happen when multiple threads call push
and/or pop?
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Deriving non-blocking implementation (1)

What \wrong" can happen when multiple threads call push
and/or pop?

I Consider two method calls happening almost at the
same time
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Deriving non-blocking implementation (1)

What \wrong" can happen when multiple threads call push
and/or pop?

I Consider two method calls happening almost at the
same time

I push(s, x) and push(s, y) : x or y may be lost
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Deriving non-blocking implementation (1)

What \wrong" can happen when multiple threads call push
and/or pop?

I Consider two method calls happening almost at the
same time

I push(s, x) and push(s, y) : x or y may be lost
I pop(s) and pop(s) : both may get the same value
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Deriving non-blocking implementation (1)

What \wrong" can happen when multiple threads call push
and/or pop?

I Consider two method calls happening almost at the
same time

I push(s, x) and push(s, y) : x or y may be lost
I pop(s) and pop(s) : both may get the same value
I push(s, x) and pop(s) : x may be lost
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Deriving non-blocking implementation (1)

What \wrong" can happen when multiple threads call push
and/or pop?

I Consider two method calls happening almost at the
same time

I push(s, x) and push(s, y) : x or y may be lost
I pop(s) and pop(s) : both may get the same value
I push(s, x) and pop(s) : x may be lost

How to prevent them from happening?
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Deriving non-blocking implementation (2)

All problems occur in the following case
I A thread readss->head
I When a thread later modi�ess->head, it has been

modi�ed by another thread(s)

) use compare-and-swap to detect it (in other words, to
make sure it is updating the location atomically)
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Non-blocking (lock-free) stack|push

void push(stack_t s, T x) f
node_t n = new_node(x);
while (1) f

node_t top = s->top;
n->next = top;
if ( cas(&s->top, top, n) )

break;
g

g

void push(stack_t s, T x) f
node_t n = new_node(x);

node_t top = s->top;
n->next = top;
s->top = n;

g
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Non-blocking (lock-free) stack|pop

T pop(stack_t s) f
while (1) f

T val = EMPTY;
node_t top = s->top;
if (top) f

node_t next = top->next;
val = top->val;
if ( !cas(&s->top, top, next) )

continue;
g
return val;

g
g

T pop(stack_t s) f

T val = EMPTY;
node_t top = s->top;
if (top) f

node_t next = top->next;
val = top->val;
s->top = next;

g
return val;

g
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Remarks

I A similar idea works when there is onlya single
location receiving con
icting accesses

while (1) {
x = *p;

...
if (cas(p, x, new_x)) break;

}
I Backo� will be useful in this case too for performance

under contention
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A general methodology
A general methodology that \in
theory" works for arbitrary data
structures:

1. An object is always an
indirection record containing a
single pointer to its content

2. A method makes a copy of the
content, modi�es the copy

3. Then it \swings" the pointer
to the new version with
compare-and-swap
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Practical non-blocking data structures

I A general methodology is practical only when copying
the whole structure is cheap (counter) or can be
avoided (stack)

I It is often not trivial to make data structures that have
multiple con
icting locations non-blocking and
practically e�cient

I We will see queue as an example
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An example : FIFO queue
Interface:

I enq(q, x)
I x = deq(q) (may return EMPTY)

Data structure:
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Note: an empty queue is represented as a singleton list
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Queue : serial implementation|enq

void enq(queue_t q, T x) f
node_t n = new_node(x);
node_t last = q->tail;
last->next = n;
q->tail = n;

g
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Queue : serial implementation|deq

T deq(queue_t q) f
node_t first = q->head;
node_t last = q->tail;
if (first != last) f

node_t next = first->next;
q->head = next;
return next->val;

g else f
return EMPTY;

g
g
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Observe the di�erences between stack and queue

I Queue has three con
icting locations, whereas stack
has only one

I head
I tail
I last element's next pointer

I Another interpretation: a node once entered in the
stack is never modi�ed, so \copying the stack" is just
adding an item in front of a list
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How to implement non-blocking queue?

I double-words-compare-and-swap on some CPUs . . .
I transactional memory . . .
I we are going to solve the problem only with

compare-and-swap
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Flow of thoughts to the implementation (1)
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I enq �rst changes that last element of the listand then
install the new pointer in q->tail . )

I (easy part) multiple threads may try to modify the last
element, so we use CAS

I (di�cult part) we must tolerate a window in which
q->tail is \stale" (lags behind)
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Flow of thoughts to the implementation (2)

I q->tail = n; before you return may break the data
structure (do you see why?), so the central problem is
how to maintain q->tail

I Thinking carefully, enq does not critically depend on
the freshness ofq->tail . It can always chase pointers
until it �nds the true last element ( X->next == NULL).

I deq does not either. It only usesq->head
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Flow of thoughts to the implementation (3)

I So what is the point of maintainingq->tail ?
I e�ciency: we do not want to chase pointers from the

head every time
I memory reclaimation: we must ensure dequeued

elements (nodes beforeq->head) are reclaimable

In other words, we mustprevent q->head from going
past q->tail .
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Lock-free queue|enq

void enq(queue_t q, T x) f
node_t n = new_node(x);
while (1) f

node_t last = q->tail;
if ( cas(&last->next, NULL, n) ) f

cas(&q->tail, last, n);
break;

g
cas(&q->tail, last, last->next);

g
g

void enq(queue_t q, T x) f
node_t n = new_node(x);

node_t last =q->tail;
last->next = n;
q->tail = n;

g
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Lock-free queue|deq

T deq(queue_t q) f
while (1) f

node_t first = q->head;
node_t last = q->tail;
if (first != last) f

node_t next = first->next;
if ( cas(&q->head, first, next) )

return next->val;
g else f

if (last->next) f
cas(&q->last, last, last->next);

g else return EMPTY;
g g g

T deq(queue_t q) f

node_t first = q->head;
node_t last = q->tail;
if (first != last) f

node_t next = first->next;
q->head = next;
return next->val;

g else f

return EMPTY;
g g
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Remarks

I As always, we can use backo� when compare-and-swap
fails
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Queue : performance

I Insert 10M integers into queue
I Workers bound to CPUs
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Queue : performance with backo�s

I Note the scale of y-axis is di�erent
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How to argue it is correct? (1)

I So far we have not clearly de�ned what we mean by
\wrong" or \correct"

I Instead, our arguments and analyses so far implicitly
relied on our common notion about \clearly wrong"
things . . .

I a counter loses an increment
I a stack loses a pushed item
I a stack pops an item twice

I . . . we �xed these problems and convinced ourselves
they are now \correct" . . .
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How to argue it is correct? (2)

I Technically, we should �rst formally de�ne its
\speci�cation (semantics)" and claim an
implementation is \correct" with respect to it

I We actually have an intuitive notion about correctness.
The following de�nition is mostly about how to
formalize this \intuition" ( Linearlizability)
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Linearlizability (of object implementation): an
intuitive idea (1)

Intuitively, we say an implementation is correct
(linearlizable) if, in all executions,

I method calls on objects behave as if theysequentially
occur in sometotal order,

I and the above orderpreservesthe (partial) order
between method calls in the real execution
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Linearlizability : an intuitive idea (2)
We could also say an implementation is correct
(linearlizable) if, in all executions,

I each method callappears to happenat an instant,
I and the instant is within the interval in which a

method was executing in the real execution
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Linearlizability (of an execution): example (1)
An execution is correct (linearlizable) if the outcome of
methods are equivalent to one in which method calls
happensequentially, in sometotal order < among
a; b; c; d; e, and f , satisfying:

if a methodx ends beforey begins, thenx < y
(b < c < d; e < f; e < c , and a < f )
e.g., e < b < c < a < f < d
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Linearlizability (of an execution): example (2)
An execution is correct (linearlizable) if the outcome of
methods are equivalent to one in which each method call
happens at an instant (the star in the �gure).

The following stars e�ectively say:
e < b < a < c < f < d
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A small note

We say an object implementtion is linearlizable if all
executions using it are linearlizable.
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How to argue linearlizability of object
implementation

I Formally, for any execution, construct a total order
among method calls in it that is equivalent to what the
real execution observed.

I In practice, for each method call, we identify \an
instant" at which we consider the method call to take
e�ect. A total order is derived from the order of these
points.

I If a method call a arrives at its linearlization point
beforeb arrives at its, then b must behave as if it
occurred after a.

I Such an instant is called\linearlization point."
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Linearlization points of our stack example

I both push and pop: The point at which
compare-and-swap succeeded

void push(stack_t s, T x) f
node_t n = new_node(x);
while (1) f

node_t top = s->top;
n->next = top;
if ( cas(&s->top, top, n) )

break;
g

g
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Linearlization points of our queue example
I enq : the point at which it successfully appended a

new node
I deq : the point at which it successfully changed the

head pointer
I a queue's items are the nodes beginning at

q->head->next and the last node (whose->next is
NULL)
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Review : synchronization primitives

I We have seen compare-and-swap is useful for
implementing various data structures innon-blocking
manner (counter, stack, and queue)

I compare-and-swap(p, o, n) f
if (* p == n) f *p = n; return 1; g else return 0;g

I Processors have other synchronization primitives too
I test-and-set(p) f

if (* p == 0) f *p = 1; return 1; g else return 0;g
I fetch-and-add(p, x) f y = * p; *p = x + y; return y; g
I swap f x = * p; *p = x; return x; g
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Review : non-blocking properties

I obstruction-free: If all threads except one are stopped,
the one is guaranteed to �nish an operation in a �nite
number of steps (� stopped threads never block
others).

I lock-free: At least one thread in the system can �nish
an operation in a �nite number of steps (� there is
always a progress ina system).

I wait-free: Every thread in the system can �nish an
operation in a �nite number of steps (� there is always
a progress ineach individual).
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What are good about them?

I Non-blocking properties generally make the program
robust (against faults and unpredictable delays)

I Some operations enjoy low-overhead compared to
solutions using locks
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Questions arise

I Is it really impossibleto implement such data
structures only with reads and writes?

I What about primitives other than compare-and-swap
(fetch-and-add, test-and-set, swap, and so on)?

I In general, which primitives areessentialfor
implementing non-blocking data structures?

Important question when you design processors
and software (i.e., parallel programming APIs)
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Take-away messages

I compare-and-swapis \the King"
I reads/writes is the weakest
I some ad-hoc read-modify-write primitives (e.g.,

fetch-and-add) and those invented for implementing
locks (e.g.,test-and-set) are stronger than reads/writes
but weaker than compare-and-swap

) Consensus numberquanti�es the di�erences
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Theory of \Consensus Numbers"
1. Consider a very simple problemconsensus(de�ned

later)
2. Ask whether we can solve this problem in wait-free

manner with a primitive in question
(compare-and-swap, test-and-set, etc.)

3. It turns out that the answer depends on:
I the primitive in question
I the number of processes

If a primitive ( + reads/writes) can solve the
problem up toC proceseses, we say the primitive's
consensus numberis C. If there is no such limit,
we say it isin�nity .
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Consensus : problem de�nition

I There areN processes 0, 1, . . . ,N � 1 sharing memery
I Each knows its identi�er (2 0; 1; : : : ; N � 1) and N
I Initially:

processi has its own valuevi

I Finally:
all processes agree on a single valuev

(v 2 f v1; : : : ; vN � 1g)
I Achieve this in wait-free manner (each process must

�nish in a �nite number of steps)
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A more concrete description

I A processi calls a methoddecide( vi )
I All method calls must return the same value
I The method must be wait-free (must complete in a

�nite number of steps)

Problem: implementdecide( x) method.
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Getting intuition (1)
I It is a truly trivial problem if we don't impose any

non-blocking property
I Simply wait for every process to propose a value
I A non-blocking (wait-free in our case) condition rules

out such solutions

int proposals[N];
int done[N] = f 0, ..., 0 g;

int decide(x) f
proposals[ID] = x;
done[ID] = 1;
while (done != 1, ..., 1 ) ;
return any_deterministic_function(proposals);

g
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Getting intuition (2)

Intuitively, any wait-free solution must entail the following.
I somehow determine the process that reached earliest to

a \decision point" (the winner)
I somehow let others (that reached the point later, or

the losers) know who was the winner
I as soon as you reached the decision point, you know

the result that shall not be overturned later (wait-free),
so the value decided must be the value proposed by the
winner
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Getting intuition (3)

Intuition about the relative power of primitives
I \write" instruction overwrites the old value (the

winner's value) with the new value (the loser's value),
so does not allow the loser even to know he lost

I \test-and-set" instruction allows you to know you are
lost, but does not help you know who was the winner

I \compare-and-swap"allows you to dof if (nobody has
written here yet) write my ID; g, so it gives you the
perfect weapon to solve this problem
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Some positive results

I compare-and-swap's consensus number is in�nity
I test-and-set's consensus number is� 2.
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compare-and-swap's consensus number is in�nity

int winner = -1;
int proposals[N];

int decide(x) f
proposals[ID] = x;
CAS(&winner, -1, ID);
return proposals[winner];

g
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test-and-set's consensus number is� 2

In other words, it can solve the consensus between two
processes.

int written = 0;
int proposals[2];

int decide(x)
proposals[ID] = x;
if (TAS(&written)) winner = ID;
else wrinner = 1 - ID;
return proposals[winner];
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Notes

I the same is obviously true for fetch-and-add and swap
I we do not know (yet) whether their consensus number

is really 2 or larger
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Negative results

I Theorem 1: read-write's consensus number is 1
I Theorem 2: that of test-and-set, fetch-and-add, and

swap is 2
I From now, w.o.l.g., we considerbinary consensus

problem (vi 2 f 0; 1g)
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Why we care?

I Showing something impossible is generally intruguing
and needs/gives a deep insight about the problem

I Quote from Herlihy et al. \The Art of Multiprocessor
Programming"

. . . [Theorem 1 above] is perhaps one of the most
striking impossibility results in Computer Science.
. . .
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Theorem 1: reads/writes's consensus number is 1

That is, we cannot implement wait-freedecide( x) for 2
processes with only reads and writes.
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Modeling the algorithms (1)

I The system state (global state) is composed of
I states of individual processes (local memory, program

counters, etc.)
I state of the shared memory
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Modeling the algorithms (2)
I An algorithm (program) essentially describes possible

transitions among global states (S ! S0)
I A single state transition (step) involves:

I a processp applying a single primitive exposed by the
shared memory (read, write, test-and-set,
compare-and-swap, etc.)

I + any change in p's local state
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Modeling the algorithms (3)
I A step by a processp is determined solely based on

I the result of the shared memory operation it
performed in that step, and

I the local state of p
I In other words, it cannot depend on local states of

other processes
I This is the source of limitations (impossibilities)

�

��

���

Non-Blocking Data Structures



Some terminologies related to consensus

I v-decided states :states at which all processes have
decided onv (2 f 0; 1g)

I decided states :0-decided[ 1-decided
I v-valent states : states from which only reachable

decided states arev-valent
I univalent states : 0-valent [ 1-valent
I bivalent states : non-univalent states (= states that

can reach both 0-decided and 1-decided states from it)
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Illustrated
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Theorem 1 : proof (1)
I By contradiction. Let's imagine there is such an

algorithm (state transition graph)
I The initial state is bivalent (need a proof but not that

interesting)
I There must bea critical state X that is bivalent but

its (two) successors are both univalent
I otherwise there is an in�nite path of bivalent states,

which is ruled out by the wait-free condition
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Theorem 1 : proof (2)
I Say a processA brings X to Y which is 0-valent, and

B bring X to Z which is 1-valent.
I Consider shared memory operationsA and B perform

in these transitions and derive contraditions
I Case 1:either is read
I Case 2:both are writes, but to di�erent locations
I Case 3:both are writes to the same location
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Case 1

I Say A reads
I Observation: X and Y are

indistinguishable byB
I Consider a path in which onlyB

runs from Z and decides on 1
I SinceB cannot distinguishX from

Y, the same sequence can happen
from Y, but then B decides on 1
from 0-valent state (Y)
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Case 2

I Say A writes to p, B to q, and p 6= q
I Observation: these two steps commutate (applying

them in either order lead to the same global state)
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Case 3

I Say both A and B write to p
I ObserveB 's same write operation can apply toY as

well. Say this leads to stateY 0.
I Observation: Y 0 and Z are indistinguishable fromB.
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Common ideas in impossibility proof

I There is a critical state (at which the decision value is
esesntially determined)

I But there is a process that cannot distinguish one
0-valent state from another 1-valent state
(contradiction)

I Why he cannot distinguish? Because he can only see
shared memory and its own state, and its own local
state + shared memory state is the same between the
two.
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Wait-free queue cannot be built from read-writes

Consider implementing FIFO queue that has the following
interface

I enq(q, x)
I x = deq(q) (may return EMPTY)
I In order to see it is indeed impossible to build wait-free

queue with only reads/writes, it su�ces to show queue
has a consensus number at least 2.

Excercise:show this by solving consensus between two
processes using a FIFO queue.
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test-and-set has consensus number� 2

In other words, it cannot solve consensus for three
processes in wait-free manner.
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Intuition

test-and-set(p) modi�es the content of p in the following
way

I 0 7! 1
I 1 7! 1

So,
I if two processes compete onp, they can know whether

it won or lost
I but the third process cannot observe which won,

because the state after the competition are
indistinguishable from the third process
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Many other similar primitives

I fetch-and-inc(p), fetch-and-add(p, x)
I swap(p, x)

They all share a common property with test-and-set, called
Common2 and thus have a consensus number� 2
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Common2 property

A read-modify-write operation on a location is said
Common2if applying two operations on the same location
is equivalentto either:

I applying them in the reverse order, or
I applying only the latter

Note: \equivalent" means leaving the same value in the
location.

I The former is calledcommutativeoperation
I The latter is called overwriting operation

Non-Blocking Data Structures



Common2 examples

I test-and-set isoverwriting:
TAS(p); TAS(p); � TAS(p);

(both leave 1 in *p)
I swap isoverwriting:

swap(p, x); swap(p, y); � swap(p, y);
(both leave y in *p)

I fetch-and-add iscommutative:
FAA( p, x); FAA( p, y); � FAA( p, y); FAA( p, x);

(both leave x + y in *p)
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Theorem 2 : proof (1)

Denote byF a Common2 primitive we consider
(test-and-set, swap, and fetch-and-add).

I Show wait-free consensus for three processes with read,
write, and F is not possible by contradiction.

I Similarly to Theorem 1, there must bea critical state
X that is bivalent but its (three) successors are all
univalent
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Theorem 2 : proof (2)

I Say a processA brings X to Y which is 0-valent, and
B bring X to Z which is 1-valent.

I Consider shared memory operationsA and B perform
in these transitions and derive contraditions

I Case 1:either is read
I Case 2:both are F or write, but to di�erent locations
I Case 3:both are F or write to the same location

I Case 1 and Case 2 are similar to Theorem 1 (omitted)
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Case 3 : Commutative Case
I Say A and B apply F or write to location p. Observe

I the B 's move is applicable toY and the A's move to
Z , leading to Y 0 and Z 0, respectively

I Observation: Y 0 and Z 0 are indistinguishable from the
third processC (commutativity).
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Case 3 : Overwriting Case

I Say A and B apply F or write to location p. Observe
I the B 's move is applicable toY , leading to Y 0

I Observation: Y 0 and Z are indistinguishable from the
third processC (overwriting).
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